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The central thesis of Syverson [3] is that all work on anonymity has used entropy as its primary security
criterion and this choice drives the designer of anonymous communication systems to maximize entropy;
however, this is not necessarily sufficient for maximizing anonymity. This position is based on the following
principles of security design [3, section 1, paragraph 5]:

1. Security metrics must reflect the adversary’s difficulty in overcoming them.

2. Security metrics must not depend on values we cannot determine or predict.

3. If the design provides the adversary with an explicit target, you are doomed to fail.

[Before diving into this in depth, I would like to pose a question. Which is our goal: to confound mass
surveillance, or to protect the “likely suspects”, for example dissidents and whistle blowers? A system that
anonymyizes those under targeted surveillence also anonymizes the average user. Is the converse true?]

0.1 The entropist conception.

Syverson points out the security of anonymous communication systems is most often characterized by in-
distinguishability among a set of honest parties in a protocol. In the entropist conception, we may quantify
the security of a protocol in terms of the size of the set. According to Syverson, the number of ORs (“onion
routers”) in the Tor network is most often used to quantify its security [3]. This relates to maximum entropy
in the following:

Definition 1 (Rényi entropy, from wikipedia) Let X be a discrete random variable with sample space
Ω = {x1 . . . xn} and let pi = Pr[X = xi]. The Rényi entropy of X is

Hα(X) =
1

1− α
log
( n∑
i=1

pαi

)
.

(log is base-2.) H0(X) = log n is called the Hartley or maximum entropy. H1(X) = limα→1Hα(X) =
−
∑n
i=1 pi log pi is called the Shannon entropy. H2(X) = − log

∑n
i=1 p

2
i = − log Pr[X = Y ] where X and

Y are independently and identically distributed is called the collision entropy. H∞(X) = limα→∞Hα(X) =
− log maxi pi. is called the minimum entropy. Equivalently, the minimum entropy is the largest k ∈ R such
that Prx∈Ω[X = x] ≤ 2−k.

The security of mixnets is often defined similarly in terms of maximum entropy. Consider the following
experiment. Let {A1 . . . Am} be the set of senders and {B1 . . . Bn} be the set of receivers where m ≥ n. An
onto mapping f from senders to receivers and a set of messages corresponding to each sender are chosen.1

Each sender sends a message to the mixnet router. The mixnet router waits until it queues all m messages
before sending them to their intended recipients in a random order. The adversary observes all network
communication and controls some fraction of senders/recipients. He wins if he outputs a pair (Ai, f(Ai))
such that he controls neither Ai nor f(Ai).

1 Perhaps the messages are chosen by the adversary. However, it isn’t crucial to define this for the current discussion.
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It is typical to assume in the analysis that the mapping f is chosen uniformly over all possible mappings
[2, 4]. It is then easy to show, based on reasonable cryptographic assumptions, that the adversary’s advantage
against a particular instantiation of a mixnet is negligibly better than guessing some sender/receiver is in
the mapping. Hence, the security of the protocol primarily depends on the maximum entropy of the system.

However, it is clearly not reasonable to assume that the mapping is uniform.2 Suppose the adversary
has information on the distribution of pairings, for example, by performing traffic analysis. He knows that
A1 speaks to B1 10% of the time, to B2 27% of the time, B3 0% of the time, etc. From this he may infer a
distribution on A1’s intended recipient. In particular, suppose that Ai speaks to B1 with probability pi1, B2

with probability pi2, . . . , and Bn with probability pin. Given such a distribution for all 1 ≤ i ≤ m, we can
then deduce a distribution on mappings and express the security of the protocol in terms of the minimum
entropy of the distribution. While this is clearly better than assuming uniformity, it still requires a priori
knowledge of user behaviour. [Is this reasonable?]

In fact this is the approach of Feigenbaum et al. in [1] in which they analyse the security of Tor in a
black-box manner. They model an adversary who may corrupt ORs (or links between ORs) by assuming
that the adversary intercepts the message sent from a particular sender to a particular receiver with some
probability b. This is intended to model the situation where the adversary controls some fraction b of the
network. Supposing that, in the worst case, senders always construct the same circuits, this implies that the
adversary corrupts ORs uniformly. [Is this reasonable?]

0.2 Entropy is sometimes useful.

What is the intended use of the anonymous communication system? There are a number of narrow applica-
tion domains in which entropy perfectly characterizes the security of the system.

1. Electronic voting. It is possible to perfectly anonymize voters in an election while ensuring that each
of them vote exactly once and that votes are unforgeable.

2. Anonymous publication. One can imagine a scheme that guarantees anonymity to a whistle blower
among a set of possible attributees.

3. Confounding the Ruskis. There are 100 nukes in 1000 silos, but we don’t want to reveal the location
of missiles.

In these cases, it’s easy to define security in terms of the number of participants in the protocol. Tor, on the
other hand, is a general-purpose protocol designed to anonymize virtually all internet traffic. The number of
users is not relevant to practical attacks, such as traffic analysis. Furthermore, the size of the anonymity set
cannot be deterimined during the attack [3, section 3, paragraphs 4-6]. [Why? Because the time of the attack
cannot be determined?] Syverson also points out that it may be reasonable to quantify the security of Tor
in terms of the total number of ORs controlled by the adversary if the corruption probability were roughly
uniform, but that this is not reasonable given the complex nature of the internet [3, section 3, second to last
paragraph]. It is likely that some ORs are more vulnerable than others.

“As the measure [of anonymity] it effectively becomes the definition for a relatively complex concept
which is no better served by limiting to any single definition than is of the overall field [of] security by
limiting to a single definition of ’security’.” [3, section 2, second to last paragraph]

0.3 Who is the adversary?

The paper describes several attributes of “The Man”.

1. The adversary observes and controls chunks of the infrastructure on which the anonymity protocol is
deployed. We have no way of knowing which resources are compromised or under surveillance.

2 No one flips a coin to decide which website they wish to visit.
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2. We cannot assume that the adversary follows any particular strategy. Assuming, for example, that
corruptions are uniform is not reasonable.

3. A global passive adversary completely breaks low-latency protocols like Tor as a result of timing
channels. For Tor to work, the size of the system must be so large that it is infeasible for The Man to
observe all traffic. Moreover, assuming the adversary does not mount active attacks is not reasonable;
it does not require a lot of resources to, say, delay a packet on some link.

“A useful metric should therefore evaluate rather than assume how hard it is for the adversary to own a
portion of the network.” [3, section 5, paragraph 2]

0.4 Mixnets versus onion routing

Both mixnets and onion routing can be used to anonymize arbitrary internet traffic. The most crucial
difference (in my view) is that mixnet routers wait until some number of messages from distinct senders are
available before transmitting. This renders packets arriving at a router at different times indistinguishable
from one another, at least with respect to timing. However, this inherently increases latency in the system
[3, section 4, paragraph 3]. On the other hand, onion routing networks depend on routing traffic over paths
that are unlikely to be observed or controlled. [Should every OP be an OR?]

0.5 rotor

The last section of the paper motivates an approach for modelling corruptions in anonymous communications
systems, Tor in particular. The idea is to model the trustworthiness of an OR as the probability of being
corrupted. [Is this a good direction, or is this another pitfal?]

0.6 Miscellany

I don’t think it’s a good idea to make assumptions about user behaviour: for example, assuming a distribution
on the intended recipient. If possible, anonymity should prevail regardless of the strategy of honest users or
the adversary. (On the other hand, it may be reasonable to require that users choose circuits uniformly.)
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