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Goal: Understand how objects are represented 
in CNNs

▪ Are CNNs learning semantic objects? If so, where?

▪ Do certain types of CNNs use objects more than others (to discriminate classes)?

Content: http://places.csail.mit.edu/slide_iclr2015.pdf
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Plan: Analyze CNN trained to recognize scenes

▪ Scene categories are defined by objects

▪ What objects are present? 

▪ Are they in a familiar configuration? (To some extent)

▪ Objects represent a distributed code for scenes

▪ Objects classes shared across scene categories

▪ Therefore object detectors should emerge inside a CNN trained on scenes

▪ Object localization + scene recognition in single pass!



Experiment: ImageNet-CNN and Places-CNN

▪ ImageNet-CNN: 1.3m images (ImageNet), 1000 object categories, top-1 accuracy 57.4%

▪ Places-CNN: 2.4m images (Places), 205 scene categories, top-1 accuracy 50.0%

Top figure: Krizhevsky, Alex, Ilya Sutskever, and Geoffrey E. Hinton. "Imagenet classification with deep convolutional neural networks." Advances in neural information processing systems. 2012.



Pre-experiment: Determine which image types 
are preferred per layer

▪ Data: 200k images of objects and scenes

▪ 100k object-images from ImageNet LSVRC2012 test set

▪ 108k scene-centric images from SUN dataset

▪ Experiment:

▪ Run all images through ImageNet-CNN and Places-CNN

▪ Each layer:

▪ Record top-100 images with largest average activation (overall all spatial locations)



Content: http://cs231n.stanford.edu/slides/winter1516_lecture7.pdf
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Pre-experiment: Determine which image types 
are preferred per layer

▪ Experiment:

▪ Run all images through ImageNet-CNN and Places-CNN

▪ Each layer:

▪ Record top-100 images with largest average activation (overall all spatial locations)

▪ Average activation for all neurons in layer (from convolving features at all spatial locations)

▪ Result: Earlier layers share features, later layers become task-specific (tuned to objects or scenes)



Pre-experiment: Determine which image types 
are preferred per layer

▪ Experiment Results:

▪ Earlier layers prefer similar images (features/filters are similar?)

▪ Later layers (starting with conv4) prefer task-specific images (features are tuned to objects or scenes)

▪ Pool2: 

▪ ImageNet-CNN: 55% of top-100 images belong to ImageNet

▪ Places-CNN: 53% of top-100 images belong to SUN

▪ Fc7:

▪ ImageNet-CNN: 78% of top-100 images belong to ImageNet

▪ Places-CNN: 76% of top-100 images belong to SUN



Experiment 1a: Minimal Image Representation

▪ Remove information from image to test if it is “diagnostic” (important)

▪ For each correctly classified image:

▪ Segment image

▪ Remove each segment, record decrease in classification score

▪ Iteratively remove least important segments, until classification fails

▪ Minimal image representation = segments from last correct classification  



Experiment 1b: Minimal Image Representation

▪ Remove information from image to test if it is “diagnostic” (important)

▪ For each correctly classified image:

▪ Segment image Use ground-truth object segments from annotated SUN database 

▪ Remove each segment, record decrease in classification score

▪ Iteratively remove least important segments, until classification fails

▪ Minimal image representation = segments from last correct classification  



Experiment 1: Minimal Image Representation

▪ What do the minimal image representations look like? (Experiment 1a)

▪ What objects were retained per scene? (Experiment 1b)

▪ Bedroom: Bed (87%), Wall (28%), Window (21%)

▪ Art Gallery: Paintings (81%), Pictures (58%)

▪ Amusement Parks: Carousel (75%), Ride (64%), Roller Coaster (50%)

▪ Bookstore: Bookcase (96%), Books (68%), Shelves (67%)



Experiment 2: Empirical Receptive Fields

▪ Receptive field (RF) = region of image that a given neuron receives input from

▪ Theoretical receptive field

▪ Calculated based on filter size, stride, and pooling in previous layers

▪ Want to calculate empirical receptive field 

▪ The region of the input image that causes a given neuron to respond strongly



Experiment 2: Empirical Receptive Fields

Top figure: Krizhevsky, Alex, Ilya Sutskever, and Geoffrey E. Hinton. "Imagenet classification with deep convolutional neural networks." Advances in neural information processing systems. 2012.

▪ Theoretical receptive field

▪ Calculated based on filter size, stride, and pooling in previous layers



Experiment 2: Empirical Receptive Fields

▪ Unit = Neuron

▪ Takes as input a single filter, convolved on a single region of input layer

Picture: http://cs231n.stanford.edu/slides/winter1516_lecture7.pdf



Experiment 2a: Calculate Receptive Fields

▪ Calculate empirical receptive field

▪ Data: 200k images, ~equal distribution of scenes and 
objects (as in experiment 1)

▪ For a given unit (neuron w/ associated filter)

▪ Select top K images with highest activations for given unit

▪ For each image in K

▪ Replicate image many times with 11x11 random occluder
(~5k replicates, sliding window approach)

▪ Compute change in activation map from original to occluded 
image

▪ Sum activation map changes to create discrepancy map

Discrepancy map
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▪ Calculate empirical receptive field 

▪ For each image in top K images for given unit

▪ Compute change in activation map from original to occluded 
images

▪ Sum activation map changes to create discrepancy map

▪ Center discrepancy maps for all K images

▪ Average K re-centered maps to produce final RF



Experiment 2b: Visualize Receptive Fields

▪ Visualize empirical receptive fields in different layers

▪ With deeper layers…

▪ RF gradually increases, activation regions become semantically meaningful
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▪ Visualize empirical receptive fields in different layers

▪ With deeper layers…

▪ RF gradually increases, activation regions become semantically meaningful



Experiment 3: Understand Semantics of Neurons

▪ Use Amazon Mechanical Turk (AMT)

▪ Workers identify common theme or concept among highest scoring RF 
segmentations
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Experiment 3: Understand Semantics of Neurons

▪ a) Average precision per layer

▪ b/c) Distribution of image types for ImageNet-CNN / Places-CNN

▪ Number of units with a precision above 75%

▪ ~60% of units per layer were above threshold

More high-level 

semantics than 

ImageNet-CNN



Experiment 3: Understand Semantics of Neurons

▪ Percentage of units per type

More high-level 

semantics than 

ImageNet-CNN



Experiment 4: Understand Object Categories 
with Neurons

▪ Many neurons in pool5 are associated with objects

▪ What categories are found?

▪ Are there multiple neurons for each object class, or just one?

▪ Data: 

▪ SUN database

▪ 8220 fully annotated images from same 205 scene categories as Places

▪ Manually map tags given by AMT workers to SUN categories
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▪ Many neurons in pool5 are associated with objects

▪ What categories are found?

▪ Are there multiple neurons for each object class, or just one?
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0.54 

Correlation

0.84 

Correlation



Experiment 5: Receptive Fields for Localization 
and Segmentation

▪ Use neurons in inner layers to perform localization

▪ Use tags provided by AMT workers

▪ Bounding boxes where given unit is activated within RF, above threshold



Experiment 5: Receptive Fields for Localization 
and Segmentation



Conclusions and Questions

▪ Object detectors emerge in CNNs trained for scene recognition!

▪ Only informative objects for scene recognition

▪ Can design a CNN that does both scene and object recognition in a single pass

▪ Reliable outputs can be extracted at each layer 

▪ What other tasks may lead to unsupervised object recognition?

▪ How can this be improved, so more objects are found, with same scenes found?


