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Motivation



Revolution of Depth and Complexity



Revolution of Depth



Is deeper network better at learning?
Gradient Vanishing/Exploding

http://neuralnetworksanddeeplearning.com/chap5.html



Batch Normalization
Prevents the gradient at each iteration 
from becoming too large or too small

S. Ioffe et al. Batch normalization: Accelerating deep network training by reducing internal 
covariate shift. In ICML 2015



Is deeper network better at learning?



ResNet Intuitions



Identity Mapping
If the “extra” layers are identity functions,

The network on the right should perform “at least” 
as well as the network on the left



Residual Learning
(Plain net)



Residual Learning

F(x) = H(x) - x 



Residual Learning - Match the Dimension

Weight

Weight Linear transform
Wx

When input/output channel don’t 
match:



Shortcuts

Feedforward low level feature to deeper layers

- Feature reuse
- Reduces number of parameter

Resolves vanishing gradient

- y = f(x) vs. y = f(x) + x



Resolving Gradient 
Vanishing Problem 



Bottleneck Architectures
Compress and then expand channel through 1x1 conv



Experiments



Architecture



ImageNet Experiment Result



CIFAR-10 Experiment Result



Identity vs. Projection Shortcuts



Result Comparison on ImageNet



Model Size



Strength & Weakness
● Make super deep networks possible to train and generalize well ☺
● Speed-up convergence ☺
● Only consider about the depth, ignoring width ʨ



Questions?



Extension - ResNeXt

Xie et al. Aggregated Residual Transformations for Deep Neural Networks, in CVPR 2017.



Extension - DenseNet

Huang et al. Densely Connected Convolutional Networks, in CVPR 2017.


